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ABSTRACT

We describe a clip-level multi-label instrument recognizer
for MIREX 2026. Four pretrained encoders (MuQ, MERT-
v2, PaSST and BEATS) process 10-second windows cov-
ering the entire excerpt. Per-encoder class queries attend
to audio features; a learned weight for each encoder and
instrument fuses their clip logits. Auxiliary frame ac-
tivity and attention-based multiple-instance learning ob-
jectives complement mask-aware classification with par-
tially observed labels. Low-rank adapters update the en-
coders while their base parameters stay frozen. Training
combines OpenMIC-2018 with seven external instrument
and audio datasets; unobserved tags in weakly annotated
datasets do not become negative labels. The system emits
the maximum window-level sigmoid confidence for ev-
ery OpenMIC-based instrument class, scored at the fixed
threshold 0.5. The training protocol combines strong and
partially observed labels with dataset-balanced sampling
and parameter-efficient encoder adaptation.

1. TASK AND ARCHITECTURE

MIREX 2026 evaluates instrument presence in music ex-
cerpts and ranks systems by hidden-set clip-level macro-
F1 [1]. Each input maps to the 20-label OpenMIC-2018
vocabulary [2]; the organizers may exclude classes after
a label audit. Scores are not post-hoc calibrated: given
10-second windows ¢, the decision for class ¢ is §. =
1[max; o(z,c) > 0.5].

Audio is converted to mono and resampled to 32 kHz.
Inputs up to 10 seconds use one window, with shorter
recordings zero padded. Longer recordings use suc-
cessive 10-second windows; the last window is aligned
with the end and may overlap the preceding window.
Four pretrained models provide complementary repre-
sentations: the music-oriented MuQ [3] and MERT-v2-
30s [4, 5], spectrogram-based PaSST [6], and general-
audio BEATSs [7]. MuQ and MERT-v2 internally receive
24 kHz waveforms, PaSST 32 kHz, and BEATs 16 kHz.
For each branch, a learnable softmax-weighted sum of en-
coder hidden layers (when available) is projected to 512
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dimensions. Twenty class-specific queries cross-attend to
the branch’s feature sequence, self-attend to model instru-
ment co-occurrence, then produce window logits z(b) A
learned softmax over branches is computed 1ndependently
for each instrument:
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Each branch also produces 20 frame-activity logits. A
learned temporal attention pools those logits into weakly
supervised clip predictions (MIL). The PaSST branch pro-
vides one clip embedding, treated as a length-one se-
quence; its activity head does not provide temporal local-
ization. Only the fused query-head logits are used at in-
ference. Class scores are pooled by a maximum over win-
dows. Single-window outputs are unchanged; longer in-
puts require more inference and may cause additional false
positives. There is no extra classifier, test-time ensemble
or score calibration.

2. TRAINING DATA AND LOSS

The final training pool comprises OpenMIC-2018 [2],
Slakh2100-redux [8], MusicNet acoustic recordings [9],
GOOD-SOUNDS [10], RWC-Instruments [11], IR-
MAS [12], FSD50K [13] and MagnaTagATune [14].
OpenMIC’s official train and validation subsets are in-
cluded in final fitting; the official public test partition is
excluded. Available train, validation and test subsets from
the external datasets are included in the final fit. These ex-
ternal subsets and the OpenMIC validation subset are con-
sequently not held-out tests for this trained system. The
resulting manifest has 145,306 training excerpt records,
of which 14,915 come from OpenMIC. All datasets are
mapped into the same 20-class vocabulary; we retain the
observation mask for each class and excerpt.

Slakh and MusicNet supply note-timed instrument ac-
tivity.  GOOD-SOUNDS and RWC-Instruments provide
predominantly single-instrument recordings. These four
datasets also supervise the frame-activity heads, while IR-
MAS provides only dominant-instrument positives, not
frame-level ground truth. For FSD50K, the original train-
ing split retains recordings at most 10 seconds long; when
the final fit includes longer clips from other FSD50K splits,
a fixed 10-second crop is used. MagnaTagATune record-
ings use a fixed 10-second window. Clip tags do not
guarantee an instrument occurs in that specific window.
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For the weakly annotated datasets, only observed positive 111 [10] O. Romani Picas and G. Bandiera, “A real-time system

tags contribute to the loss: missing labels have mask zero. 112
OpenMIC'’s partially annotated class labels use its official 113
observation mask. The other strong datasets supply class
negatives for their mapped vocabulary.

Training minimizes masked binary cross-entropy over ''°
the fused logits, plus per-branch frame-activity and ''®
attention-MIL terms: "

114

L= [’CHP + 0.5 Z(‘Cg]zz‘me + ‘Cg\?[)IL) (2)
b

119
120
Each observed class contributes only where its annotation 1o

mask is one; frame loss uses samples with frame targets.

(11]

118 [12]

All four pretrained bases are frozen and rank-16 LoRA 122 [13]

adapters [15] are inserted (scale 32, dropout 0.05). The 123
run starts from pretrained encoders and randomly initial- 124
ized prediction heads. It uses AdamW at learning rate 25

104, a one-epoch warmup and cosine decay, 10 epochs, 126 [14]

and 65,536 with-replacement draws per epoch. OpenMIC
receives a fixed 10% quota, and the seven external datasets 128
have equal relative sampling weight. A fixed draw count
does not guarantee every distinct excerpt is visited.
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